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Abstract 
Effective communication over Wide Area Network (WAN) links presents a challenge to any 
organization. Protocols and applications designed for fast, low latency, Local Area Networks 
(LAN) waste precious network resources over a WAN because they apply LAN assumptions to 
WAN links.  
 
Since WAN links are expensive and their cost is recurrent, optimization techniques such as: 
prioritization, compression, caching and latency control should be attempted to get the most out 
of existing WAN connections before looking at adding new ones. Furthermore, implementing 
protocols and applications that are optimized for WANs can utilize these expensive lines more 
effectively. 
 
Although a number of devices exist in the market-place to implement WAN optimization 
without the awareness of the end points, those devices require that they exist on both sides of the 
link. This introduces administration overhead and should be avoided if possible. 
 
This paper examines the issues related to LAN vs. WAN communication and presents a practical 
solution appropriate for NYS Agency. 
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Introduction 
At the center of any discussion about computer networks is the issue of performance. In simplest 
terms, performance is a measure of the length of time required to complete tasks that demand 
network resources. If tasks complete within an acceptable timeframe, the network is perceived as 
performing well and if tasks take too long to complete, the network is performing poorly. In 
some cases, such as waiting for a web page to load, the performance measurement is quite 
subjective. For other tasks, like a batch file transfer, performance can be measured objectively.  
 
Discussing performance issues is further complicated by the terms and vocabulary used to define 
the network and its resources. In particular, the terms bandwidth, speed and throughput are often 
used interchangeably, even though they have distinct, although related, meanings. In the section 
“Network Fundamentals” these terms and other networking concepts will be defined so that 
future discussion will be in a common context. 
 
Like money, network resources are something one can never have too much of. No matter how 
many communication lines with ever increasing capacity an organization has, there always 
seems to be the need for more. One reason is the opportunistic nature of the Internet Protocol 
(IP) to use as many network resources as it can, regardless of the importance of the data it 
carries. NYS AGENCY applications that use the IP protocol are not prioritized for WAN 
communications and a batch application that is not time sensitive may use more resources than 
an application that is time sensitive such as an interactive user application, voice over IP (VOIP) 
or video over IP. In “Fundamentals of TCP/IP,” issues related to these protocols are discussed 
and latency is specifically addressed in “The Importance of Latency.” 
 
Unlike money, network resources are rarely managed. A budget, with rules and regulations, 
exists to ensure that money is used wisely and does not run out. Network resources can 
frequently run out one minute and magically reappear in the next. This is where the similarity 
between money and the network ends. But like money, NYS AGENCY network resources 
should be governed by rules and regulations to ensure they are always available to applications 
when needed. In other words, like a budget plan for money, a budget plan or Network Resource 
Policy should be implemented for network resources. Only then, will a true understanding 
emerge of what resources are needed for NYS AGENCY remote offices. 
 
In addition to establishing policies for network resource use, emerging technologies address the 
inefficient characteristics of Transmission Control Protocol (TCP) on a WAN. These 
technologies maximize performance by attempting to eliminate redundant transmission, data 
compression, replacing TCP with HighSpeed TCP, CFIS caching, data streaming and TCP 
streaming. Each is discussed in the “Benefits of Optimization” section. 
 
The final section of the white paper, “Conclusions and Recommendations,” presents available 
solutions with consideration for cost-effectiveness and manageability.  
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Network Fundamentals 
People often characterize networks as slow or fast based on whether the application used is 
responding in an acceptable timeframe. Since this perception varies even while the 
characteristics of the network remain unchanged, the issue is not a simple matter of fast versus 
slow. When trying to improve NYS AGENCY’s user experience with networked applications, it 
is important to understand the technology and the terminology of local and wide area networks. 
Three distinct factors primarily determine perceived network performance: speed, bandwidth and 
throughput. As we will see, speed and bandwidth are fixed, while throughput is variable. Hence, 
the goal is to optimize throughput. 

Speed 

The fundamental unit on computer networks is the binary digit or bit. The bit unit can represent 
only one of two values: zero (0) or one (1). A bit’s value is expressed by either voltage on copper 
networks, light on fiber optic networks or radio waves on wireless networks. It is important to 
note that bits on networks do not move slow or fast. Bits always move at the same speed as 
determined by the physical properties that electrons, photons, or radio waves have while moving 
on the medium (copper wire, fiber optic, air space). However, distance affects how long it takes 
for the bits to travel on the network from one point to another. The longer the line, the longer it 
takes for the bits to travel. 
 
Network speed is fixed for a given technology. It does not vary and is a not dependent on 
network traffic, number of users, edge devices, etc. Therefore, network speed cannot be changed 
for a particular medium to increase network throughput. 

Bandwidth 

Network bandwidth is the number of bits that can be placed on the wire in relation to time. 
Typically network bandwidth is expressed in bits per second. Since network speed is constant, as 
stated before, the difference among network technologies is the amount of bits that can be put on 
the network per given second. A 10Mbps Ethernet and a 100Mbps Ethernet move bits on the 
wire at the same speed but 100Mbps can move more bits per second. 
 
To illustrate the network bandwidth concept, consider two highways: a one lane highway and 
another with 10 lanes. Cars on both highways can only move at the same speed of 65 miles per 
hour. In one second the “ten lanes” highway will move 10 cars from point A to point B while the 
“one lane” highway will move one car. 
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Network bandwidth is fixed for a given interface and does not vary. A 100Mbps interface will 
always move 100 million bits per second regardless of applications, users and load.  
 

Common network bandwidth Where used 
100 Mbps Datacenter to desktop (Ethernet) 
1000 Mbps Datacenter (Ethernet) 
54Mbps Wireless (802.11g) 
1.544Mbps Wide Area Network (T1) 
45Mbps Wide Area Network (T3) 

 

Throughput 

Network bandwidth is a good indicator for potential network throughput, but by itself does not 
guarantee performance. Other factors such as latency and inefficient network protocols can make 
a high bandwidth network perform poorly. 
 
Network throughput is equal to the total traffic that traverses the network minus the network 
overhead in a given amount of time. Network overhead is largely determined by the network 
protocols being used and latency. To some degree NYS AGENCY can optimize the protocols 
being used, but overhead is greatly determined by circumstances and application design.  
 
For example, currently NYS AGENCY is using IP to tunnel IPX over IP to traverse the WAN, 
although it is more efficient to use straight IP. However, given current circumstances NYS 
AGENCY has to use IP tunneling. 
 
For any particular network configuration, throughput is fixed. Data is placed on the network for 
transmission and the amount of useful data that arrives at the other side is more or less the same 
for any given timeframe. However, from the application’s point of view, throughput is variable. 
Many applications are using the network at any given time, all sharing available throughput. 
 

Network Utilization 
A 50% bandwidth utilization of a network means that the network is 
busy 100% half the time and 100% idle for the other half.  

 

NYS AGENCY Network Connections 

Examples of speed, bandwidth and throughput at NYS AGENCY: 
Location Connection Speed Bandwidth Throughput 
Main Office 8600-1 -> E-Port 1Gb/s 960Mbps 120MB/s (VPN) 
 8600-1 -> E-Port 100Mbps 96Mb/s 12MB/s (VPN) 
 BCN -> DMZ 100/Mbps 96Mbps 12MB/s 
 8600 -> ASN 100Mbps 96Mbps 12MB/s 
Secondary 
Office 

8600 -> Staten 100/Mbps 96Mbps 12MB/s 

 8600 -> BCN 100Mbps 96Mbps 12MB/s 
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Full Duplex vs. Half Duplex 

Communication lines are rated for a given speed but another factor affects their capacity. It is 
important to note that a line can be full duplex or half duplex. Full duplex lines send and receive 
data simultaneously, while half duplex can only send or receive at any given time. A 100Mbps 
full duplex connection can have an effective bandwidth of 200Mpbs because it uses two pairs of 
copper wire, one pair to send and one pair to receive, for simultaneous, bidirectional 
communication. A 100Mbps half duplex connection also uses two pairs of wires, but can only 
use one pair at a time. Both technologies are in use at NYS AGENCY. The 100Mbps line 
between Main Office and Secondary Office is 100Mbps half duplex, while the T-1 links to 
service centers are 1544 Kbps full duplex.  

The Concept of Over Subscription 

Network over subscription is used to ensure that the network as a resource is being utilized most 
effectively. As stated before, a network has two states, transmitting or idling. Over subscription 
helps minimizing the idling state at the expense of performance under heavy loads. Imagine a 
network resource, such as a file server, servicing ten workstations. If the server and the 
workstation have a 100Mbps connection to the network, one can quickly see that the bandwidth 
availability does not add up. The workstations will have an aggregate 1000Mbps input into the 
network while the server can only transmit and receive at 100Mbps. The reason that a ratio of 10 
to 1 works is that on the average, 10 workstations do not transmit all at once. Assume that in a 10 
seconds time-slice each workstation will be transmitting the maximum data allowed, but only for 
a second and never at the same time as another workstation. The server 100Mbps connection will 
be at a 100% for 10 seconds, but users at each workstation will perceive the network to be fast. 
When the workstation needed the network (for one second) it received all the available network 
bandwidth.  However it will not be an efficient network since many times the network will be 
idling. 
 
Now imagine that there are 1000 workstations connected via 100Mbps network to the same 
server. Assuming the same 10 to 1 ratio is maintained, 100 workstations at any given second may 
try to access the server. If this condition occurs, the workstations (users) will receive slow 
response times due to contention for bandwidth. However the network will be efficient since 
there will be very little idle time. 
 
On a real network, oversubscription is normal. But the potential for the slow/fast network 
phenomena exists because sometimes only 1 workstation will access the server and at other times 
100 will try. 
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Fundamentals of Network Protocols 
Network protocols are low level computer programs that exist to facilitate communications 
among devices on the network. A protocol, then, is a standard that dictates how the low level 
programs, residing on two different computers, talk to each other. Remember that the end points 
can be any device. A network protocol implemented on a Windows machine will have no trouble 
talking to a Linux machine using standard network protocols.  Two important protocols are IP 
and TCP. Together they make modern computer networks, such as the Internet and NYS 
AGENCY, possible. IP and TCP were written to be reliable, flexible, adaptable and self healing. 
However, they were not written to be the most efficient on wide area networks nor they were 
written to consider the importance of the data they carry. An application might be given high 
priority and enough bandwidth, but still respond slowly due to the inherent physical 
characteristics of electronic communications over large distances.  

Internet Protocol (IP) and the WAN 

Source: http://ezinearticles.com/?An-Explanation-Of-The-Internet-Protocol&id=575999 
 
IP stands for "internet protocol" and references a data protocol that is used for communication 
across a network.  

Network Layer Protocol 
IP is a network layer protocol and is housed and governed in a data linkage method such as 
Ethernet on LAN or SDLC on WAN. IP is basically the tools of communication and is 
responsible for the “identity” of a particular computer or network's "global address." 
 
IP is concerned with where the data ends up in a “global” sense.  The first version of IP widely 
deployed was IPv4. IPv4, as the name would suggest, was the fourth edition of internet protocol 
and is used on the internet along with IPv6. IPv6 and Ipv4 are actually the only forms of internet 
protocol to be utilized on the World Wide Web. 

Best Effort Delivery (fast, unreliable) 
IPv4 is known as a fast "best effort delivery" protocol. There are not many service guarantees 
within IPv4 or any other IP for that matter. In fact, “best effort delivery” contains a number of 
notions that do not guarantee a level of quality service for customers or a level of reliability in 
terms of connectivity to any network. The best comparison to this philosophy would be the post 
office. While no resources are left unused in the operation of delivering mail, there is no actual 
guarantee as to when and if the mail will arrive. To guarantee mail delivery you will need to use 
an add-on service such as “certified mail”. 
 
The only thing IP actually does guarantee to its users is that the address will be correct in terms 
of connectivity. IP datagram may be duplicated or may not arrive at any particular time and the 
data may be corrupted, but at least the connection knows the address and can deliver the 
datagram to it. 
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With these IP addresses, data is assured proper receipt. The rest of the process, however, is up in 
the air due to the unreliable nature of the internet protocol or IP. 
 

Many publications use the term “unreliable” when describing IP. In actuality IP is 
very reliable protocol. The reference to “unreliable” is made because IP does not 
“guarantee delivery”. 

 

IP Optimization 
IP is optimized to perform its basic tasks carrying traffic from point A to point B. IP does not 
care if its payload is a useful transmission, an error message, an acknowledgement, important or 
not important, corrupt information, duplicate information or wrong information. WAN 
bandwidth optimization does not occur on IP level although caching might. 
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Transmission Control Protocol (TCP) and the WAN 

TCP provides a connection-oriented, reliable, byte stream service. The term “connection-
oriented” means that two applications must establish a TCP connection with each other before 
they can exchange data. In the post office analogy, TCP is like the “certified” mail concept. It 
provides reliability at the cost of extra handling. TPC is a full duplex protocol, meaning that each 
TCP connection supports a pair of byte streams, one flowing in each direction.  
 
TCP includes a flow-control mechanism for each of these byte streams that allow the receiver to 
communicate how much data it can receive, and a  congestion-control mechanism that limit how 
much data the sender should send. Below is a schematic diagram of the TCP mechanism: 
 

 
 
 
TCP works very well in a LAN environment but over WAN links, it falls short in a number of 
ways. When trying to squeeze out maximum performance, TCP needs help although it works on 
its own very well when the link is not oversubscribed. The following sections explain the details 
of the TCP protocol for the purpose of understanding how it can be optimized when used on 
NYS AGENCY T-1 networks. 

Stream Data Transfer  
TCP segments the data stream according to what it perceives as the status of the network. TCP 
gets the network status via a feedback mechanism. On a WAN the feedback may be wrong and 
prevent TCP from sending information as fast as the network can transmit. This creates an 
artificial network slowdown when in fact the network can accommodate a lot more traffic. 

Reliability  
TCP assigns a sequence number to each packet transmitted, and expects a positive 
acknowledgment (ACK) from the receiving TCP. If the ACK is not received within a timeout 
interval, the data is retransmitted. This retransmission on WAN links consumes valuable 
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bandwidth, hence reducing throughput. By employing optimization techniques to reduce 
retransmission throughput will increase on the WAN link. 

Flow Control  
The receiving TCP sends to the sender an acknowledgement packet that contains the number of 
bytes the receiving TCP can receive before its buffers overflow. When more bytes can be sent 
without the acknowledgement (ACK) packet, more throughput can be achieved. However, if an 
error occurs while sending large amount of information before the ACK, the whole data stream 
from the last ACK will be retransmitted, reducing throughput.  
 
TCP is optimized to automatically create a delicate balance between sending too much versus 
sending too many ACK packets. This works very well on a LAN, but is less efficient over a 
WAN. In particular if the WAN links are reliable like the ones at NYS AGENCY network, TCP 
is too conservative in its assumptions. TCP has to take a conservative approach because many 
devices, such as routers, bridges and different link layer protocols, stand between the sending 
and receiving nodes. 

Multiplexing  
To allow for many processes within a single host to use TCP communication facilities 
simultaneously, TCP provides a set of addresses or ports within each host. For example port 25 is 
used for mail and port 23 is used for telnet. Concatenating the host IP address and a TCP port 
forms a socket. A data stream flow between two sockets and is called a connection. 

Logical Connections  
Reliability and flow control mechanisms require that TCP initializes and maintains certain status 
information for each data stream. The combination of this status, including sockets, sequence 
numbers and window sizes, is called a logical connection. The connection is not prioritized and 
TCP does not understand that one connection is more important than another. In addition TCP 
does not know if an application is time sensitive. An Email connection is note time sensitive but 
is treated the same as VOIP connection which is very sensitive to jitter. 

Full Duplex Connection 
TCP provides for concurrent data streams in both directions. Any optimization or management 
should take into account both directions of the connection. In fact, while the sender sends data to 
the receiver, the receiver sends information to the sender. It is important to note that the sender 
does not wait for an ACK or congestion information, It sends information based on the last status 
information it got from the network or the receiver and adjust its behavior as new status 
information flows to it. 
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The Importance of Latency 
Latency is the unit of time it takes a bit to travel from point A to point B and is affected by the 
medium, distance, intermediate hops and network protocols. It can be a network throughput 
killer and takes many forms. The following sections describe different types of latency and the 
affect each has on the network. 

TCP Window Latency 

When two computers communicate with each other via TCP, they use a mechanism built into 
TCP to know how much data to send each other. The receiver communicates to the sender how 
many bytes the receiver can accept. This flow mechanism is called the TCP Window. The TCP 
Window is dynamic and changes in response to network conditions and the receiver’s ability to 
receive information. Once the window size is established, the sender expects an 
acknowledgement from the receiver after the agreed upon number of bytes (TCP Window). If the 
sender did not receive the acknowledgement, it will retransmit the same bytes again. This is 
necessary overhead from a reliability perspective, but it reduces network throughput and 
increases network latency. Most NYS AGENCY applications rely on the network to be reliable. 
This means that when a NYS AGENCY application sends information, it dependss on the 
network to deliver it. The application itself does not check to see if the receiver actually received 
the information. The application assumes that it got there.  
 
One way to increase network throughput is to make the TCP Window very large. This will cause 
the network not to waste bandwidth on acknowledgements. However, if the network loses one 
TCP segment, bandwidth will be wasted on retransmission. To accomplish a very large TCP 
Window without retransmission, a dedicated proprietary device needs to be placed on both sides 
of the WAN link. 
  

Round Trip Time Latency 

When TCP send a segment, it starts a timer and counts to zero. When it does not see an 
acknowledgement within the allotted time, it retransmits the segment. This retratnsmission 
reduces throughput.  Round Trip Time (RTT) is used in the algorithm to determine how long to 
wait before retransmitting.  It turns out that, according to a study made by the technology 
analysts at the Taneja Group, with an RTT of 60ms or more, throughput is not limited by 
available bandwidth but by “adaptive retransmission”. Adaptive retransmission is a way for TCP 
to slow down until retransmission occurs at normal levels. The 90ms RTT standard 
implementation of TCP will effectively reduce throughput significantly below available 
bandwidth. At this point, more bandwidth will not improve performance.  

TCP Slow Start Latency 

When TCP encounters a problem and retransmission occurs, it reduces the TCP Window size 
and transmits in smaller segments. Small segment size is a killer for throughput, but is necessary 
when communication is unreliable. For example, if TCP has to retransmit a 64KB segment it 
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wastes less throughput than if it needs to retransmit a 250KB segment. But when communication 
improves, TCP will increase the segment size to a more efficient one. Remember that each 
segment requires overhead such as acknowledgement. For example, to transmit 100 KB in 1KB 
segments will take 100 acknowledgments, but with 50KB segments it will need only two 
acknowledgments.  
 
The problem is that TCP doesn’t know when the communication lines have improved. It needs to 
figure it out by testing and, as segments are transmitted without errors, it will slowly increase the 
segment size. However, what if the communication line improved significantly and 
immediately? Throughput will not be as efficient as it can be due to TCP’s “slow start” 
mechanism. This congestion control mechanism operates by observing that the rate at which new 
packets should be inserted into the network is the rate at which the acknowledgments are 
returned by the other end.  If the communication stays reliable it slowly increases the TCP 
Window size. 
 
A device that optimizes TCP for WAN connections will have better line quality detection and 
will resume full throughput transmission as soon as possible. In addition, an optimizing device 
will know the physical characteristics of the line, whether it learns it automatically or it is 
manually configured. It should be noted that TCP does not know or care about the bandwidth 
available to it. TCP is a self contained protocol and does not have to know about external 
parameters.  

Congestion Avoidance Latency 

When a fast network such a 100Mbps LAN transitions into a slow WAN connection such as T1, 
a natural bottleneck occurs. TCP is programmed to take care of this situation automatically. A 
modern implementation of TCP assumes that packet loss due to errors on the line is very small 
(< 1%). When TCP sees packets being dropped and requiring retransmission, it evokes 
congestion avoidance by reducing the rate at which the sender sends information. In essence, it 
tells the sender to slow down. There are two indications for pocket loss, timeout and receipt of 
duplicate acknowledgement packets. When the TCP protocol encounters retransmission, it 
immediately reduces the TCP Window size to avoid more retransmissions.  
 
A solution that increases network throughput by increasing TCP Window size and reduces 
acknowledgements will have to ensure reliability via another mechanism. 

Application Protocols Latency 

An example for application latency is the Common Internet File System (CFIS). CIFS  is a 
remote file access protocol that allows Windows machines to share files over the network. CIFS 
was designed to run over fast, low latency, local area networks such as commonly found in 
businesses and government agencies.   
 
When a Windows machine wants to open a file across the network it uses the following 
procedure: 
 

1. Windows client (CIFS client) requests to open a file for either read or write 
2. The Windows server (CIFS server) responds with a file ID 
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3. Client issues first read request using the file ID 
4. Server replies with data. 

 
Once the above transaction takes place, data starts flowing between client and server with 
constant communication between the client and the server. Requests for information and 
acknowledgements of receipt are performed on the application level in addition to the underlying 
TCP acknowledgements overhead. A client only asks for a relatively small amount of 
information at a time, 61KB, before waiting for a CIFS acknowledgement.  
 
This “chattiness” is not a problem on local area networks because latency is less than 10ms and 
communication is fast. However, these back and forth packets on a WAN with high latency 
create a long delay regardless of the bandwidth. 
 
CIFS is a protocol that uses remote procedure calls (RPC). The advantage of RPC method is that 
the programmer does not have to worry about where the Windows server is located. RPC allows 
the programmer to write the same code whether is server is located on the same machine, on a 
local area network or the other side of a T-1 link. This abstraction simplifies the coding for the 
programmer, but creates a headache for the network administrator.  
 
The problem as stated before is when the server and the client are communicating over a WAN. 
To illustrate the point consider the simulation that Vinodh Dorairajan from Tacit Networks 
performed in the lab: 

The Effects of Latency on CIFS 

This simulation was conducted over T-1 or 1.54Mbps. A CIFS client requesting 
a file attribute from a server resulted in four RPCs transactions. On a link from 
Main Office to Remote Location this would have taken (22ms x 4) 88ms. 
Assuming enough bandwidth, when Windows client in Remote Location opens 
a Windows browser to review a directory with 100 files, the operation will be a 
least 88ms x 100 or roughly a second. On a local directory this would have 
been nearly instantaneous. Remember that in both cases, LAN and WAN, there 
was enough bandwidth to comply with the request. If the directory contains 300 
files, this would have taken 3 second, to display the list of files. Digital 
Corporation,now defunct, did a study when  designing DecNet to see at what 
point a typical user got annoyed when the computer they are using was not 
responsive. They discovered that the threshold is three seconds. This means that 
given enough bandwidth, every time a user from Remote Location opens a 
directory with more then 300 files, the help desk may get a call and a slow 
network response ticket will be opened. 
 
Should the user open a Microsoft Word file, the situation gets worse. When MS 
Word opens a file, it creates three files. For each file it uses the RPC call 
“getattribute” which creates four RPC transactions. MS Word does it one by 
one for a total of 160 RPC calls for 1MB file. This creates a compounded 
problem. The TCP on the server may time out waiting for acknowledgement 
and retransmitted, further introducing delay. 
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To solve the inefficiency of CIFS and RPCs on WAN connections, it may not be enough for 
NYS AGENCY to just increase bandwidth. However, bandwidth needs to be available as a basic 
precondition. 
 

The Benefits of Optimization 

Compression 

Network compression algorithms work by identifying patterns of bytes as they are being 
transferred and employing conversion to a more efficient way to represent those byte patterns. 
For example, if the network needs to transfer 10 bytes each byte represent the digit 0, a more 
efficient method will be to send “10x0”. 
 
Algorithms 
There are many compression algorithms; each is effective for a particular type of traffic. For 
example, a compression algorithm that is good for text, may not work well for an MPEG file. 
 
Reliability  
Compression has theoretical limits as expressed by Shannon’s Law. Beyond this limit, 
compression becomes unreliable. Compression algorithms can be software or hardware based. 
The difference is not in the algorithm, but where the compression code is executed. 
 
Hardware vs. Software 
Software based compression runs as a subroutine on the main CPU of the device. Hardware 
based compression has it own CPU and the main CPU is not burdened by the compression code. 
Hardware based compression can execute faster, but does not necessarily use a better algorithm. 
 
Payload vs. Header compression 
The most effective use of compression is Layer 2 payload compression. It is done on WAN 
protocols such as PPP, Frame Relay, and HDLC. If compression is in effect on Layer 2, 
compression will be ineffective on Layer 3 (TCP/IP). If the application or the network protocol is 
already employing compression, further compression will not improve line throughput. TCP/IP  
header compression designed for dial-up links such as 56Kbps provides very little benefit for T-1 
links. NYS AGENCY’s service centers and district offices connected with T-1 links will not 
benefit from header compression.  
 
Expectations 
According to a white paper written by Packeteer, compression advocates report ratios of 10:1 or 
better. But Packeteer claims that these are peak performance numbers. The average benefit of 
compression is more like a 2:1 ratio. This means that a T-1 with compression will perform like 
two T1s.  
  
Examples 
To understand compression ratios consider 100 bytes of data which were compressed into 33 
bytes. The compression ratio is 3:1 and the percentage is 67 percent. Bytes saved are 67. In other 
words, the link had to transfer only 33 bytes instead of 100. 
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Different applications compress at different rates. For example, secure communication 
applications (SSL, IPSec and SSH) do not lend themselves to compression and the benefit of 
compression is zilch. Web-Based traffic can be compressed as much as75%, so http traffic is an 
excellent candidate for compression. 
 
All NYS AGENCY service-centers and district-offices employ VPN tunnels (secure 
communication) and therefore compression must take place before encryption. 
 
VOIP technology is an example of application compression. VOIP already compresses its data at 
the application level and will benefit very little from additional, network based compression. 
Other examples of application compression are PDF, ZIP and MSI files. 
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Network Resource Management 

Network resource management addresses two issues: first it recognizes that not all data should 
have the same priority. Second, it understands that not every transmission should be able to use 
all available bandwidth. In particular, a network resource policy allows interactive applications 
to provide the user with predictable response times, not one that depends on what else is being 
transmitted. By controlling the allocation of bandwidth, time sensitive applications like Voice 
over IP can co exist on a T-1 link that is 100% utilized.   
 
Network resource management helps to increase interactive applications throughput by reducing 
retransmissions induced by either the user or the network. A user induced retransmission occurs 
when the user requests the same data again. Examples of user induced retransmission are: hitting 
the save button again, refreshing a web page, or cancelling to redo a form. All these activities 
recreate an already existing data stream. When the user requests the information again, the 
originally transmitted information is discarded and the same information will be retransmitted. 
An example of network induced retransmission occurs when a router is dropping packets or the 
server gets overwhelmed with workstation requests. However, a resource management policy 
does not help if one or more specific high priority applications need more bandwidth than the 
maximum available. 
 
When discussing network resource management, it is important to understand whether the link is 
slow because it is oversubscribed or slow because not enough bandwidth exists to accommodate 
all requests. In addition, time sensitive applications need a guaranteed amount of bandwidth, 
even though it may be very small, high priority amount.  
 
It is common to request more bandwidth when applications time out or slow so that the 
application may never suffered bandwidth starvation. But in reality, guaranteeing a small amount 
may solve the problem without increasing the total bandwidth.  
 
Network resource management devices insert themselves between two network end-points and 
manipulate the slow-start and the sliding-window mechanisms to control throughput per 
application. In addition, these devices also have the ability to recognize applications and apply 
business logic to the network by allowing IT to set the priority of one application over another. 
In addition, they can restrict bandwidth allocation by using a variety of identifiers including 
source and destination, protocols, application signatures and time of day. 

Standard QoS Protocols 

NYS AGENCY can improve throughput on its T-1 links by using standard protocols that allows 
for prioritization of traffic. To employ such protocols requires that every device on the network 
support those protocols. In theory, these protocols should be supported and can be implemented 
at NYS AGENCY, but in practice it might be difficult to implement all of them fully.  

Integrated Services Protocol 
Integrated Services (IntServ) can control TCP flows. Remember that a TCP flow is 
unidirectional and is defined by five components: IP source address, TCP source port number, 
destination IP address, destination port number and the transport protocol number.  IntServ relies 
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on the Resource Reservation Protocol to signal the desired priority for each TCP flow. IntServ 
provide a very fine level of control but is difficult to implement. There are thousands if not more 
TCP flows traversing the NYS AGENCY network at any given time. IntServ requires that the 
state of the flows will be maintained by the routers, switches and end points by communicating 
the flow status. This adds overhead by increasing processing demands on devices and by adding 
traffic on the network.  
 
IntServ protocol in theory is free to implement but in reality should be implemented for a 
specific flow, and only if existing infrastructure supports it, and if administration overhead to 
maintain it is proven minimal. 

Differential Services Protocol 
Differentiated Services (DiffServ, or DS) is a protocol for specifying and controlling network 
traffic by class, not by flow, so that certain types of traffic get precedence. For example, voice 
traffic, which requires a relatively uninterrupted flow of data, might get precedence over other 
kinds of traffic. DiffServ is easier to implement since network traffic is classified by type thus 
reducing the amount of maintenance routing devices need to do to maintain quality of service. 
DiffServ is not soft, meaning it does not require the network devices to maintain its state on the 
network.  
 
Differentiated Services avoids simple priority tagging and depends on more complex policy or 
rule statements to determine how to forward a given network packet. An analogy is made to 
travel services, in which a person can choose among different modes of travel - train, bus, 
airplane - degree of comfort, the number of stops on the route, standby status, the time of day or 
period of year for the trip, and so forth. For a given set of packet travel rules, a packet is given 
one of 64 possible forwarding behaviors - known as per hop behaviors (PHBs). A six-bit field, 
known as the Differentiated Services Code Point (DSCP), in the Internet Protocol (IP) header 
specifies the per hop behavior for a given flow of packets.  
 
Differential services is an attempt by the IETF to define an easy and standard way for quality of 
service. The presumption is that if NYS AGENCY classifies traffic, the need for more bandwidth 
on the T-1 lines will be unnecessary. However, in reality DiffServ has problems.  
 

From Wikipedia: Diffserv operation only works if the boundary hosts honour 
the policy agreed upon. However, this assumption is naive as human beings 
rarely agree. A host can always tag its own traffic with a higher precedence, 
even though the traffic doesn't qualify to be handled with that importance. 
This in fact has already been exploited: Microsoft Windows 2000 always tags 
its traffic with IP precedence 5, making the traffic classing useless. On the 
other hand, the network is usually quite within its rights to traffic shape and 
otherwise ration the amount of network traffic ingress with any particular 
precedence, and so where this is enforced, overall network traffic flow 
provided to a host would be reduced by such a tactic.  

 
The main disadvantage of DiffServ is that at the limit of a T-1 capacity it will drop packets of 
lower class traffic. As we saw in previous sections, dropping packet reduces overall throughput 
due to the nature of TCP. Recall how the slow start works. 
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From Wikipedia: Dropping packets wastes the resources that have already 
been expended in carrying these packets so far through the network. In many 
cases, this traffic will be re-transmitted, causing further bandwidth 
consumption at the congestion point and elsewhere in the network.  Thus, 
dropping packets amounts to betting that congestion will have resolved by the 
time the packets are re-sent, or that (if the dropped packets are TCP 
datagrams) TCP will throttle back transmission rates at the sources to reduce 
congestion in the network. Furthor more delays caused by re-scheduling 
packets due to Diffserv can cause packets to drop by the IPsec anti-replay 
mechanism. 

The difficulties and DiffServ, IntServ and the fact that NYS AGENCY needs a general solution 
to prioritization implies that these Qos protocols should not be used if another solution can 
accomplished prioritization via other mechanzims. 

 

Caching 

Caching is a computer concept that uses expensive but small storage to hold frequently accessed 
information closer to the requester. Thus, a small amount of expensive static RAM is used to 
cache DRAM. DRAM is used to cache hard drives. Hard drives are used to cache CD-ROM 
drives. 
 
Hard drives are also used to cache the Internet. Since Internet links are slow, a group of devices 
were introduced to the market place to cache Internet content. The principle is simple; when a 
request for content is made to the internet, the device intercepts the request and fulfills the 
request from its local hard drive at local area network speeds. The caching device must pre fetch 
the information before the request was made and must make sure that the pre fetched information 
is still the same as the source. 
 
On a Wide Area Network, caching devices are put on both ends of a slow but expensive line, 
such as T1 link and service requests as if the request is coming from the T-1. Caching is 
implemented very effectively on subsystems within a single computer, but over a T-1 it is more 
complicated. Caching devices can be grouped into two types, file based and byte based 
 
The caching principle is referred to by many names. Application accelerators, Web caches, and 
Wide area file systems are all examples of caching mechanisms.  

A file based caching 
A file based caching device stores whole files at its local storage and keeps track of updates at 
the source. A typical file bases cache is implemented on Internet Explorer, Proxy servers and 
Web caches. File based caches are useful when the content is typically read only.  
 
File based caching falls short when an insignificant portion of the file is changed requiring the 
cache device to retrieve the whole file again. For example, if a 100MB file changes its name, the 
whole 100MB file needs to be transferred into the cache device.  
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Byte based caching 
Byte based caching stores a sequence of bytes into a database and creates an identifier that can 
be used to retrieve the byte sequence later. 
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Conclusions and Recommendations 
The goal of this research is to provide NYS AGENCY with a set of recommendations that will 
help decide on the appropriate ways to optimize NYS AGENCYs WAN usage as it related to 
cost.  
 

Adding bandwidth in a WAN environment is the most expensive 
way to increase network throughput. 

 
The most cost effective strategies to increase network throughput listed from least expensive to 
most are:  
 

1. Bandwidth Policy (non recurring) 
2. Bandwidth Optimization (non recurring) 
3. Bandwidth Sizing (recurring cost) 

 
 

Cost issues 

 

Administration and management 

 

Solutions 

The fundamental principal of bandwidth optimizing devices is that the devices are specialized for 
TCP over WAN communication and this communication is carried from one specialized device 
to the other. Communications from the device to the network devices is carried over the LAN 
and is standard.  
 
A solution that optimizes TCP Window is based on hijacking the end-to-end connection, creating 
three connections to instead. When the Remote Location workstation attempt to establish a TCP 
connection with a Main Office server the device pretends to be the end connection and establish 
the TCP connection with the Remote Location workstations. The device then uses an existing 
TCP connection between itself and another like device in Main Office. The Main Office device 
establishes a connection with Main Office server on behalf of the Remote Location workstation. 
The increase bandwidth throughput is realized because the Remote Location workstation 
connects at LAN speeds to the device in Remote Location.  
 
The device in Remote Location knows that it connects over a slow WAN link to Main Office and 
it knows that it connects to a like device in Main Office. This allows for this pair of devices to 
maximize throughput because the pair is no longer bound by standard protocol behavior.  
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To optimize a TCP connection a proprietary hardware can maintain an open connection 
indefinitely, Adjust its TCP Window size to maximum, or user other more efficient WAN 
protocols to transmit the information.  
 
However, resource management policy does not help if one or more specific high priority 
application needs more available bandwidth that exist.  

 

Most of the optimization techniques available today focus on inefficiencies network traffic 
exhibits on WAN links. These inefficiencies include application and network behavior and the 
interaction between the application and the network.  
 
IP provides the global address scheme and gets information from point A to point B. TCP 
provides reliability mechanism but at the cost of throughput. Since TCP is made to be used by 
any IP device on any network, it has many built-in reliability mechanisms each has the potential 
for optimization. 
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Appendix A - Bandwidth case study 

 
To experiment with bandwidth performance and throughput three Sun workstations running 
Solaris 9 were used. Each was configured with 100Mbps network interface card configured as 
100Mbps full duplex. 
 
One Sun workstation, NYS Agencysun-ws3 was configured with a directory /home/bandwidth 
and four sub directories: 
 

/home/bandwidth/NYS Agencysun-ws1 
/home/bandwidth/NYS Agencysun-ws2 
/home/bandwidth/NYS Agencysun-ws3 
/home/bandwidth/NYS Agencysun-ws4 
 

Two Sun workstations, NYS Agencysun-ws1 and NYS Agencysun-ws2, were configured with a 
directory /home/bandwidth and a 109 MB file was place in that directory. 
 
Using NYS Agencysun-ws3, two FTP sessions were opened with NYS Agencysun-ws1 and two 
FTP sessions were opened with NYS Agencysun-ws2. 
 
When the ftp “mget” command was executed one session at a time on NYS Agencysun-ws3, the 
109MB file was transferred in 10 seconds.  
 
When two ftp “mget” command executed simultaneously, the 109MB file was transferred in10 
seconds. 
 
When three ftp “mget” command executed simultaneously, the 109MB file was transferred 
sometimes in 10 seconds and sometimes at 19 seconds. 
 
When the ftp “mget” command was executed four times simultaneously, the file transfer took 19 
seconds consistently or twice as long. 
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This experiment shows that network throughput is not linear and twice is much data does not 
translate to half the speed. However, the principle of network throughput was demonstrated that 
there is a point of overloading the network the throughput will cut in half. And because the 
network speed stays constant, something else interferes with performance. 
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Appendix B – Latency contribution to low throughput 

Latency in T1s, International or Satellite links can contribute more to slow down then low 
bandwidth. 
 
In other words, the bandwidth utilization can be low, and the communication slow!!! 
 
WAN links that cross the United States, typical latency times are 75 ms to 100 ms. In global 
networks, that RTT routinely reaches 250 ms or more. Latency on satellite links routinely 
reaches 320 ms to 430 ms. NYS AGENCY specific links can be slow as 60 ms but routinely are 
at 25ms. Latency on NYS AGENCY local area network is less then 10 ms. 
 
Reducing latency itself is not possible—latency is simply a result of the physics of the speed of 
light over longer distances combined with store-and-forward hops across routers. What IT needs 
to consider, then, is how to reduce the impact that latency has on how enterprise applications 
behave. Applications based on TCP as the reliable transport protocol are especially susceptible to 
latency limitations. 
 
The bandwidth-delay product is an equation that says the capacity of a link is equal to the 
bandwidth of that link multiplied by latency as measured in round trip time or RTT. 
 

bandwidth-delay product: capacity = bandwidth * RTT 
 
An example illustrates the equation. Consider a T-1 link from Albany to Auburn with average 
latency of 50 ms: 

 
1.544 Mbps x 50 ms RTT = 77,200,000 bits = 9,650,000 bytes = 9.43 KB 

 
This means that the capacity of the T1 is reduced by 9.43 KB, or roughly 1% due to latency at 50 
ms latency. 
 
A device that promises enhanced performance due to latency is clearly not going to be very 
effective on 50 ms RTT. 
 
However on a Satellite link with 350 ms latency this might be a better choice: 
 

1.544 Mbps x 350 ms RTT = 540,400,000 bits = 67,550,000 bytes = 66 KB 
 
The capacity of the T-1 is reduced by 66KB or 4.8% 
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Appendix C - Common Network Speeds 
 
Source http://www.pixelbeat.org/speeds.html 
Interconnect Max speed Notes 
56k dialup 0.043 upload is slower (V.90 = 0.003, and V.92 = 0.004)
128k ADSL 0.110 assuming an ATM+TCP overhead of 14% 
256k ADSL 0.220 assuming an ATM+TCP overhead of 14% 
512k ADSL 0.440 assuming an ATM+TCP overhead of 14% 
1M ADSL 0.881 assuming an ATM+TCP overhead of 14% 
2M ADSL 1.761 assuming an ATM+TCP overhead of 14% 
10Mbps LAN 9.600 assuming a TCP/IP overhead of 4% 
100Mbps LAN 96.000 assuming a TCP/IP overhead of 4% 
1Gb/s LAN 960.000 assuming a TCP/IP overhead of 4% 
Wireless     
802.11b 5.600 variable by distance 
802.11a 24.800 variable by distance 
802.11g 24.800 variable by distance 
802.11n 49.600   
802.16a 73.600 range up to 50Km 
WAN     
DS1 1.544 Also known as T1 
DS1C 3.152 Also known as T-1C 
DS2 6.312 Also known as T2 
DS3 44.736 Also known as T3 
DS3D 135.200 Also known as T-3D 
DS4 274.400 Also known as T4 
E-1 2.048   
E-2 8.448   
OC-1 50.112 assuming sonet overhead of 3.3% 
OC-3 150.336 assuming sonet overhead of 3.3% 
OC-12 601.344 assuming sonet overhead of 3.3% 
OC-48 2405.368 assuming sonet overhead of 3.3% 
OC-192 9669.504 assuming sonet overhead of 3.3% 
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Appendix D - Differentiated Services 
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Appendix E - Complete TCP tutorial 

Source: http://www.ssfnet.org/Exchange/tcp/tcpTutorialNotes.html
Prepared by Shweta Sinha 11/98, edited by Andy Ogielski.  

TCP Summary 

TCP provides a connection oriented, reliable, byte stream service. The term connection-oriented 
means the two applications using TCP must establish a TCP connection with each other before 
they can exchange data. It is a full duplex protocol, meaning that each TCP connection supports 
a pair of byte streams, one flowing in each direction. TCP includes a flow-control mechanism for 
each of these byte streams that allows the receiver to limit how much data the sender can 
transmit. TCP also implements a congestion-control mechanism. 

  

 
  

Two processes communicating via TCP sockets. Each side of a TCP connection has a socket 
which can be identified by the pair < IP_address, port_number >. Two processes communicating 
over TCP form a logical connection that is uniquely identifiable by the two sockets involved, that 
is by the combination < local_IP_address, local_port, remote_IP_address, remote_port>. 
 
TCP provides the following facilities to:  

Stream Data Transfer  
From the application's viewpoint, TCP transfers a contiguous stream of bytes. TCP does 
this by grouping the bytes in TCP segments, which are passed to IP for transmission to 
the destination. TCP itself decides how to segment the data and it may forward the data at 
its own convenience.  
   
Reliability  
TCP assigns a sequence number to each segment (correction by RH, was byte) 
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transmitted, and expects a positive acknowledgment (ACK) from the receiving TCP. If 
the ACK is not received within a timeout interval, the data is retransmitted. The receiving 
TCP uses the sequence numbers to rearrange the segments when they arrive out of order, 
and to eliminate duplicate segments.  
   
Flow Control  
The receiving TCP, when sending an ACK back to the sender, also indicates to the sender 
the number of bytes it can receive beyond the last received TCP segment, without 
causing overrun and overflow in its internal buffers. This is sent in the ACK in the form 
of the highest sequence number it can receive without problems.  
   
Multiplexing  
To allow for many processes within a single host to use TCP communication facilities 
simultaneously, the TCP provides a set of addresses or ports within each host. 
Concatenated with the network and host addresses from the internet communication 
layer, this forms a socket. A pair of sockets uniquely identifies each connection.  
   
Logical Connections  
The reliability and flow control mechanisms described above require that TCP initializes 
and maintains certain status information for each data stream. The combination of this 
status, including sockets, sequence numbers and window sizes, is called a logical 
connection. Each connection is uniquely identified by the pair of sockets used by the 
sending and receiving processes.  
 
Full Duplex  
TCP provides for concurrent data streams in both directions.  

TCP Header 

TCP data is encapsulated in an IP datagram. The figure shows the format of the TCP header. Its 
normal size is 20 bytes unless options are present. Each of the fields is discussed below: 
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The SrcPort and DstPort fields identify the source and destination ports,respectively. 
These two fields plus the source and destination IP addresses, combine to uniquely 
identify each TCP connection.  
   
The sequence number identifies the byte in the stream of data from the sending TCP to 
the receiving TCP that the first byte of data in this segment represents.  
   
The Acknowledgement number field contains the next sequence number that the sender 
of the acknowledgement expects to receive. This is therefore the sequence number plus 1 
of the last successfully received byte of data. This field is valid only if the ACK flag is 
on. Once a connection is established the Ack flag is always on.  
   
The Acknowledgement, SequenceNum, and AdvertisedWindow fields are all involved 
in TCP's sliding window algorithm.The Acknowledgement and AdvertisedW indow 
fields carry information about the flow of dat going in the other direction. In TCP's 
sliding window algorithm the reciever advertises a window size to the sender. This is 
done using the AdvertisedWindow field. The sender is then limited to having no more 
than a value of AdvertisedWindow bytes of un acknowledged data at any given time. The 
receiver sets a suitable value for the AdvertisedWindow based on the amount of memory 
allocated to the connection for the purpose of buffering data.  
   
The header length gives the length of the header in 32-bit words. This is required 
because the length of the options field is variable.  
   
The 6-bit Flags field is used to relay control information between TCP peers. The 
possible flags include SYN, FIN, RESET, PUSH, URG, and ACK.  
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• The SYN and Fin flags are used when establishing and terminating a TCP 
connection, respectively.  

• The ACK flag is set any time the Acknowledgement field is valid, implying that 
the receiver should pay attention to it.  

• The URG flag signifies that this segment contains urgent data. When this flag is 
set, the UrgPtr field indicates where the non-urgent data contained in this segment 
begins.  

• The PUSH flag signifies that the sender invoked the push operation, whic h 
indicates to the receiving side of TCP that it should notify the receiving process of 
this fact.  

• Finally, the RESET flag signifies that the receiver has become confused and so 
wants to abort the connection.  

   
The Checksum covers the TCP segment: the TCP header and the TCP data. This is a 
mandatory field that must be calculated by the sender, and then verified by the receiver.  
   
The Option field is the maximum segment size option, called the MSS. Each end of the 
connection normally specifies this option on the first segment exchanged. It specifies the 
maximum sized segment the sender wants to recieve.  
   
The data portion of the TCP segment is optional.  
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TCP state transition diagram 

 
  

The two transitions leading to the ESTABLISHED state correspond to the opening of a 
connection, and the two transitions leading from the ESTABLISHED state are for the 
termination of a connection. The ESTABLISHED state is where data transfer can occur between 
the two ends in both the directions. 

If a connection is in the LISTEN state and a SYN segment arrives, the connection makes a 
transition to the SYN_RCVD state and takes the action of replying with an ACK+SYN segment. 
The client does an active open which causes its end of the connection to send a SYN segment to 
the server and to move to the SYN_SENT state. The arrival of the SYN+ACK segment causes 
the client to mo ve to the ESTABLISHED state and to send an ack back to the server. When this 
ACK arrives the server finally moves to the ESTABLISHED state. In other words, we have just 
traced the THREE-WAY HANDSHAKE. 

In the process of terminating a connection, the important thing to kee p in mind is that the 
application process on both sides of the connection must independently close its half of the 
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connection. Thus, on any one side there are three combinations of transition that get a connection 
from the ESTABLISHED state to the CLOSED state: 

• This side closes first:  

ESTABLISHED -> FIN_WAIT_1-> FIN_WAIT_2 -> TIME_WAIT -> CLOSED. 

• The other side closes first:  

ESTABLISHED -> CLOSE_WAIT -> LAST_ACK -> CLOSED. 

• Both sides close at the same time:  

ESTABLISHED -> FIN_WAIT_1-> CLOSING ->TIME_WAIT -> CLOSED.  

The main thing to recognize about connection teardown is that a connection in the TIME_WAIT 
state cannot move to the CLOSED state until it has waited for two times the maximum amount 
of time an IP datagram might live in the Inter net. The reason for this is that while the local side 
of the connection has sent an ACK in response to the other side's FIN segment, it does not know 
that the ACK was successfully delivered. As a consequence this other side might re transmit its 
FIN segment, and this second FIN segment might be delayed in the network. If the connection 
were allowed to move directly to the CLOSED state, then another pair of application processes 
might come along and open the same connection, and the delayed FIN segment from the earlier 
incarnation of the connection would immediately initiate the termination of the later incarnation 
of that connection. 

Sliding window 
  

 

The sliding window serves several purposes: 

(1) it guarantees the reliable delivery of data 

(2) it ensures that the data is delivered in order, 

(3) it enforces flow control between the sender and the receiver. 
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Reliable and ordered delivery 

The sending and receiving sides of TCP interact in the following manner to implement reliable 
and ordered delivery: 

Each byte has a sequence number. 

ACKs are cumulative. 

Sending side 

o LastByteAcked <=LastByteSent  
o LastByteSent <= LastByteWritten  
o bytes between LastByteAcked and LastByteWritten must be buffered.  

Receiving side 

o LastByteRead < NextByteExpected  
o NextByteExpected <= LastByteRcvd + 1  
o bytes between NextByteRead and LastByteRcvd must be buffered.  

Flow Control 

Sender buffer size : MaxSendBuffer 

Receive buffer size : MaxRcvBuffer 

Receiving side 

o LastByteRcvd - NextBytteRead <= MaxRcvBuffer  
o AdvertisedWindow = MaxRcvBuffer - (LastByteRcvd - NextByteRead)  

Sending side 

o LastByteSent - LastByteAcked <= AdvertisedWindow  
o EffectiveWindow = AdvertisedWindow - (LastByteSent - LastByteAcked)  
o LastByteWritten - LastByteAcked <= MaxSendBuffer  
o Block sender if (LastByteWritten - LastByteAcked) + y > MaxSendBuffer  

  

Always send ACK in response to an arriving data segment 

Persist when AdvertisedWindow = 0 
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Adaptive Retransmission 

TCP guarantees reliable delivery and so it retransmits each segment if an ACK is not received in 
a certainperiod of time. TCP sets this timeout as a function of the RTT it expects between the 
two ends of the connection. Unfortunately, given the range of possible RTT's between any pair 
of hosts in the Internet, as well as the variation in RTT between the same two hosts over time, 
choosing an appropriate timeout value is not that easy. To address this problem, TCP uses an 
adaptive retransmission medchanism. We describe this mechanism and how it has evolved over 
time. 

Original Algorithm 

Measure SampleRTT for each segment/ACK pair 

Compute weighted average of RTT 

EstimatedRTT = a*EstimatedRTT + b*SampleRTT, where a+b = 1 

a between 0.8 and 0.9 

b between 0.1 and 0.2 

Set timeout based on EstimatedRTT 

TimeOut = 2 * EstimatedRTT 

Karn/Partridge Algorithm 

Do not sample RTT when retransmitting 

Double timeout after each retransmission 

Jacobson/Karels Algorithm 
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New calculation for average RTT 

Difference = SampleRTT - EstimatedRTT 

EstimatedRTT = EstimatedRTT + ( d * Difference) 

Deviation = Deviation + d ( |Difference| - Deviation)), where d is a fraction between 0 and 1 

Consider variance when setting timeout value 

Timeout = u * EstimatedRTT + q * Deviation, where u = 1 and q = 4 

Congestion Control 

Slow Start 

It operates by observing that the rate at which new packets should be injected into the network is 
the rate at which the acknowledgments are returned by the other end. 

Slow start adds another window to the sender's TCP: the congestion window, called "cwnd". 
When a new connection is established with a host on another network, the congestion window is 
initialized to one segment (i.e., the segment size announced by the other end, or the default, 
typically 536 or 512). Each time an ACK is received, the congestion window is increased by one 
segment. The sender can transmit up to the minimum of the congestion window and the 
advertised window. The congestion window is flow control imposed by the sender, while the 
advertised window is flow control imposed by the receiver. The former is based on the sender's 
assessment of perceived network congestion; the latter is related to the amount of available 
buffer space at the receiver for this connection. 

The sender starts by transmitting one segment and waiting for its ACK. When that ACK is 
received, the congestion window is incremented from one to two, and two segments can be sent. 
When each of those two segments is acknowledged, the congestion window is increased to four. 
This provides an exponential growth, although it is not exactly exponential because the receiver 
may delay its ACKs, typically sending one ACK for every two segments that it receives. 

At some point the capacity of the internet can be reached, and an intermediate router will start 
discarding packets. This tells the sender that its congestion window has gotten too large. 

Early implementations performed slow start only if the other end was on a different network. 
Current implementations always perform slow start. 

Congestion Avoidance 

Congestion can occur when data arrives on a big pipe (a fast LAN) and gets sent out a smaller 
pipe (a slower WAN). Congestion can also occur when multiple input streams arrive at a router 
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whose output capacity is less than the sum of the inputs. Congestion avoidance is a way to deal 
with lost packets. 

The assumption of the algorithm is that packet loss caused by damage is very small (much less 
than 1%), therefore the loss of a packet signals congestion somewhere in the network between 
the source and destination. There are two indications of packet loss: a timeout occurring and the 
receipt of duplicate ACKs. 

Congestion avoidance and slow start are independent algorithms with different objectives. But 
when congestion occurs TCP must slow down its transmission rate of packets into the network, 
and then invoke slow start to get things going again. In practice they are implemented together. 

Congestion avoidance and slow start require that two variables be maintained for each 
connection: a congestion window, cwnd, and a slow start threshold size, ssthresh. The combined 
algorithm operates as follows: 

1. Initialization for a given connection sets cwnd to one segment and ssthresh to 65535 bytes. 

2. The TCP output routine never sends more than the minimum of cwnd and the receiver's 
advertised window. 

3. When congestion occurs (indicated by a timeout or the reception of duplicate ACKs), one-half 
of the current window size (the minimum of cwnd and the receiver's advertised window, but at 
least two segments) is saved in ssthresh. Additionally, if the congestion is indicated by a timeout, 
cwnd is set to one segment (i.e., slow start). 

4. When new data is acknowledged by the other end, increase cwnd, but the way it increases 
depends on whether TCP is performing slow start or congestion avoidance. 

If cwnd is less than or equal to ssthresh, TCP is in slow start; otherwise TCP is performing 
congestion avoidance. Slow start continues until TCP is halfway to where it was when 
congestion occurred (since it recorded half of the window size that caused the problem in step 2), 
and then congestion avoidance takes over. 

Slow start has cwnd begin at one segment, and be incremented by one segment every time an 
ACK is received. As mentioned earlier, this opens the window exponentially: send one segment, 
then two, then four, and so on. Congestion avoidance dictates that cwnd be incremented by 
segsize*segsize/cwnd each time an ACK is received, where segsize is the segment size and cwnd 
is maintained in bytes. This is a linear growth of cwnd, compared to slow start's exponential 
growth. The increase in cwnd should be at most one segment each round-trip time (regardless 
how many ACKs are received in that RTT), whereas slow start increments cwnd by the number 
of ACKs received in a round-trip time. 

Fast Retransmit 

TCP may generate an immediate acknowledgment (a duplicate ACK) when an out- of-order 
segment is received. This duplicate ACK should not be delayed. The purpose of this duplicate 
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ACK is to let the other end know that a segment was received out of order, and to tell it what 
sequence number is expected. 

Since TCP does not know whether a duplicate ACK is caused by a lost segment or just a 
reordering of segments, it waits for a small number of duplicate ACKs to be received. It is 
assumed that if there is just a reordering of the segments, there will be only one or two duplicate 
ACKs before the reordered segment is processed, which will then generate a new ACK. If three 
or more duplicate ACKs are received in a row, it is a strong indication that a segment has been 
lost. TCP then performs a retransmission of what appears to be the missing segment, without 
waiting for a retransmission timer to expire. 

Fast Recovery 

After fast retransmit sends what appears to be the missing segment, congestion avoidance, but 
not slow start is performed. This is the fast recovery algorithm. It is an improvement that allows 
high throughput under moderate congestion, especially for large windows. 

The reason for not performing slow start in this case is that the receipt of the duplicate ACKs 
tells TCP more than just a packet has been lost. Since the receiver can only generate the 
duplicate ACK when another segment is received, that segment has left the network and is in the 
receiver's buffer. That is, there is still data flowing between the two ends, and TCP does not want 
to reduce the flow abruptly by going into slow start. 

The fast retransmit and fast recovery algorithms are usually implemented together as follows. 

1. When the third duplicate ACK in a row is received, set ssthresh to one-half the current 
congestion window, cwnd, but no less than two segments. Retransmit the missing segment. Set 
cwnd to ssthresh plus 3 times the segment size. This inflates the congestion window by the 
number of segments that have left the network and which the other end has cached . 

2. Each time another duplicate ACK arrives, increment cwnd by the segment size. This inflates 
the congestion window for the additional segment that has left the network. Transmit a packet, if 
allowed by the new value of cwnd. 

3. When the next ACK arrives that acknowledges new data, set cwnd to ssthresh (the value set in 
step 1). This ACK should be the acknowledgment of the retransmission from step 1, one round-
trip time after the retransmission. Additionally, this ACK should acknowledge all the 
intermediate segments sent between the lost packet and the receipt of the first duplicate ACK. 
This step is congestion avoidance, since TCP is down to one-half the rate it was at when the 
packet was lost. 
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Appendix F – References 

 
Manufacture 
 

Document Type Document Topic 

Riverbed PC Pro product review Riverbed steelhead 100 
Riverbed Riverbed technology white paper Five ugly truths about WAFS and caching 
Riverbed Riverbed solution brief Riverbed and VMware 
Riverbed Riverbed data sheet Riverbed Steelhead appliances 
Riverbed Infoworld test center WAN acceleration, RB boosts WAN data flow 
Riverbed Taneja Group Tech analysis Wide area data services: Optimizing the branch 
Riverbed Riverbed technology white paper Riverbed Optimization System (RiOS) Techincal 

overview 
   
Cisco Cisco white paper Cisco wide area application services optimization 

for file server protocols 
Cisco Cisco presentation WAN bandwidth optimization with Cisco IOS 

software 
Cisco White paper DiffServ – The scalable End-to-End quality of 

service model 
   
Brocade Brocade data sheet Brocade remote connectivity and optimization 

services 
   
Bridgewave Bridgewave white paper Bridgewave millimeter wave vs. Free space 

optics 
   
Garner Garner Research Mapping WOC service levels to business 

responsiveness 
   
Juniper Networks Juniper Networks white paper Accelerating application performace across WAN 
Juniper Networks Juniper Networks white paper Best practices for WAN optimization 
   
Allot Communication Allot data sheet New features in NetExplorer 7.3 
Allot Communications Allot white paper P2P control 
   
FCW.com Fwc.com article How to use wide-area file services to boost access 

to files across WANs 
   
Internet search Research paper Modifying TCP’s Congenstion Control for Hight 

Speeds 
Internet search Research paper Introducing Scalability in Network Measurment: 

toward 10 Gbps with commodity hardware 
Internet search Presentation for TWVWG HighSpeed TCP and quick-start for fast long 

distance networks 
Internet search Presentation HighSpeed TCP: Simulations in NS 
Internet search Presentation Congestion Control for Hight-Bandidth-Delay-

Product network: XCP vs. HighSpeed TCP and 
QuickStart 

Internet search Presentation TCP for Large congestion windows 
   
IDC IDC forecast and analysis Worldwide WAN optimization Management 

2005-2009 forecast and analysis 
   
Packeteer Packeteer white paper The 4 essentials for WAN optimization 
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Packeteer Packeteer white paper Steps to intelligent WAN acceleration 
Packeteer Packeteer white paper Enhancing MPLS network performance 
Packeteer Packeteer white paper Compressing Network Application 
Packeteer Packeteer white paper Practical strategies for aligning IT with Business 
Packeteer Packeteer white paper iShared: Product Technology overview 
   
EnterpriseStorageForm Whitepaper Remote management: WAFS, WAN optimize or 

wait? 
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